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01 HITHIE

2% NVIDIA T E+REFVEH, XBEMBREMGITETHEN: M PCle ilE+F, F@ NVLink E#Z89AR
2%, BIAEBEEFHEM CPU-GPU 3R, BT BINZBELKITESMEFE S, Tensor Core ERETH
RHP—IR, NES=. HERE. B, MERE. #HEMNNEAE, HERELFRFEBRF BEZ VIRIR
B,

FEREFERIXELZ M, Pascal 3§ HBM # GPU [a)&Ei& B BXF I A#HEH 0 GPU B9%Zil. Volta 3L T 8]
YRIZFEPENNIRERR. Ampere T BEERTN, HIIALBANZEHISX, Hopper ESZE skE i+ EMEIER
BEMALRHNIT, Grace IIRESFEEAEBREF M CPUAER. Blackwell Byt 2R R TBRE,
EEENYEYT BIFHEHZINE, Rubin ELX—RSIKLE, 5INF CPU L. HBM4, EREEK, FHi#—
FX45 GPU ItE. EMigiEbiE SRIERHEE,

FIREBEE 2015 FE 2026 F£9 A 28 H, R mAMRmIEZINAESRH. Hot Chips IRItEERAER;
ISSCC 1R ER 7 SEIMAATS; ISCA. MICRO. HPCA #1 ASPLOS IR HNGIREE R, | @M. ARERS
BFAHFERASE, FXERESH IV~ mEEER, MREERFASANELN AT miViHE. SINE|TH
ERENENKE, H3IF5R NVIDIASE5M2EHeX55ER.
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F BRI

2015-2016 M40 — P100 HBM2; NVLink 1 MK EAL IR PCle BUERT
2017-2019 V100 / DGX-2 Tensor Core; NVSwitch SEFENNER S 3R GPU L5 &
2020-2021 A100 BF16,/TF32,/FP64 Tensor Core; MIG F—Z2tE = Al. HPC FIFRRISEfI
2022-2024 H100 / H200 / GH200 FP8; TMA; ZF2iREEs¥; —i4 C2C REBSBRB AT BRERR
2024-2025 B200 / B300 / GB200 / GB300 SGTE#H; FP4; NVLT2 HESHER ARG ITET

2026 Vera Rubin / BlueField-4 / LPX HBM4; Olympus; NVLink 6; #I2E Rk 8. B FHESRSEEDEIZIT

n/d: ERFEFERKAE; n/fa: TEM. HEORRE 025, KIRLICRIRST,

P AMANICELEIBAET= M, EFASE. OEM HIR. =IRSEREA, UK MLPerf FiliiEss, BFEEREE, Blackwell 1 2025 FEBEEM RS EXEAIE
#&. Rubin EBEM#E 2026 £ 9 ATMKLER, EBXEIHERS IR ZHRIKERXNEH. Eit, REFEARENSHERRZEHFIER, HIERLE™
mS B mb iR o
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02 MO SR A

PREAEAT A SSNEE RSN, BMYNERIEE; —REMITARREE, BAESEMUHFRELESFIER, £
R E R E S EEERE 1. FP16 R&ETF BF16, INT8 TOPS RETF ¥ TFLOPS, 1R} FP64 i AREFR
& FP64, EOHTERATHE GB/s # TB/s. X=KIREAML HIMAINEREERE, ABRUZR[EIRS
[E. XREBE. WRENTRE. —0HFESAEERTRZMEREET.

SKU B 5RMBMHEHER, PCle 5 SXMGPU BIEF SM #&. 1. HBMEE. IIFEHM NVLink 28]
REREl. AHEHE B200 HGX A EZEREI GB200, Blackwell Ultra BYHEIE S1EER FP4 RN H R FEIEARY

2:1 tbfl. HGX TIEH, B200 5 B300 WMHERITAENEE, BH% FP4 AR, [E+, Rubin WS HIZESRI)
REBLORPNVLT2 EEERBEARE HBM # NVLink /3. IREFRESENERERE, MIEF—RRABRAEF.

n/d R REFFEN—FRRREEERNTmEERNBERE, #FARKRE; nfa ®Rr-TER. “HEEBA
T RTAEEBULEE, FEREREIRESEHNAIIW. GASEIHERHNXAEXERAER; Bt
MARBHMRNEAREXNSA BN, TERERBZTBENTRETR. XARETLERRES, BT
BRARRR,

PR G 5
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03 GPU fg 2%

#HEH0 GPU RFR: ARMEEKE - 1/4

R RS 5= [l

M40 GM200 / Maxwell 2015 AsEE’A 28 nm 28 F; GDDRIRF

P100 SXM2 GP100 / Pascal 2016 AsEEmEA 16 nm B +HBM RN E

V100 SXM2 GV100/Volta 2017 AEeEA 12 nm BERF+HBM HNE

A100 SXM 80 GB GA100 / Ampere 2020 e’ A 7nm BB +HBM N E

H100 SXM GH100 / Hopper 2022 EEMA 4N BB K +HBM B E

H200 SXM GH100 / Hopper 2024 B 4N Hopper+HBM3e

B200 / HGX basis Blackwell 2024-2025 [SrE)E 4NP IitEEH; NV-HBI; HBM
B300 / HGX basis Blackwell Ultra 2025 EEA 4NP WitE#EH; NV-HBI; HBM
Rubin / chip peak Rubin 2026 Fi%; GAn/d =T 1)) n/d WitE#F; NV-HBI; HBM4

n/d: BREFEFRRKRHE; n/fa: TER. REORRE 02F, FRIICKRKRET,
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#HHEH0 GPU RFR: ARMEEKE - 2/4

PR

M40 24 SM /3072 CUDA

P100 SXM2 56 SM /3584 CUDA

V100 SXM2 80SM /640TC

A100 SXM 80 GB 108 SM /432 TC

H100 SXM 132SM /528 TC

H200 SXM 132SM /528 TC

B200 / HGX basis & SKU

B300 / HGX basis fxi= 160 SM, 640 TC; &k SKU
Rubin / chip peak 224 SM /896 TC

%% BF16

n/a

312TF

989 TF

989 TF

2.25PF

2.25PF

4PF

n/d: BERFEFERKAE; n/fa: TEM. HEORRE 025, KIRDICRIRST,

1% FP8

n/a

n/a

1.979 PF

1.979 PF

4.5 PF

4.5PF

Ik 17.5 PF

1% FP6,/FP4

n/a

n/a

n/a

45/9PF

4.5/13.5PF

1€k 17.5,35 PF

2015-2026 | 2026-09-28

FP64 £ 5%

n/d/n/a

5.3TF/n/a

7.8TF/n/a

9.7/19.5TF

34/67TF

34/67TF

A% FP64 37 TF; M8 %Mk
#F45 n/d

75 FP64 1.25 TF; M5
#53 n/d

R4 33 TF; &4 DGEMM 200
TF
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EFIO GPU AFR:

PR

M40

P100 SXM2

V100 SXM2

A100 SXM 80 GB

H100 SXM

H200 SXM

B200 / HGX basis

B300 / HGX basis

Rubin / chip peak

n/d: BEFEARELKME; n/a

RERMEKE - 3/4

HBM: {XPFR; #4%; GB; TB/s

n/a; GDDR524 GB; 0.288 TB/s

HBM2; 4; 16; 0.732

HBM2; 4; 16/32; 0.900

HBM2e; 5 )2 F; 80; 2.039

HBM3; 5 ;B F3; 80; 3.35

HBM3e; n/d; 141; 4.8

HBM3e; 8; 180; 8

HBM3e; 8; &= 288; 8

HBM4; 8; 288; 22

D FEA, BEORRE 02F, KRR,

3MB

4 MB

6 MB

40 MB

50 MB

50 MB

GB200 &%1H 126 MB; f&k SKU

n/d

n/d

2015-2026 | 2026-09-28

YPay fE: 5ER; H@ GB/s; 1

n/a

4; 80; HRs3&+Att

6; 150; NVSwitch aJi%## 16 4> GPU

12; 300; 8 GPU HGX

18; 450; 8 GPU HGX

18; 450; 8 GPU HGX

18; 900; 8 GPU HGX

18; 900; 8 GPU HGX

n/d; I£{& 1800; NVL72
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ML GPU AR RRMEE - 4/4

R FHERE RERIHFE S B

M40 PCle 3x16 250 W; X% PCle
P100 SXM2 PCle3 300W; &KFEE SXM2
V100 SXM2 PCle3 300W; &KFEE SXM2
A100 SXM 80 GB PCle 4 400W; FE SXM4
H100 SXM PCle 5 T00W; &F& SXM5
H200 SXM PCle 5 T00W; KFEE SXM5
B200 / HGX basis PCle 6 EHEE 1000 W; BUFVKRS SXM

B300 / HGX basis PCle 6 F—8 02 n/d SXM
Rubin / chip peak PCle 6 KieE, &2 NVL / HGX

n/d: BREFEFRRKRHE; n/fa: TER. REORRE 025, FRIIKRRET,

RBMERERARMES, MAORAFIELM, P100F V100 AILUNE FP16, {8387 E4 BF16 Tensor Core, A100 #7140 GB R4 H 1.555 TB/s HBM #5;
K P BG4 80 GB SXM Kizk, B200,/B300 B/7H HGX /\ GPU BRAEYT—1L5%]. DGX $E/a%IHEY B300 & GPU 1RFFN7ZERE 7 288 GB, T HGX TIEFIH/\
GPU E£&H 2.1 TB; IREFFREEAMAERE,. FEMIFINZNAF=RINAERITOR. Rubin ITAMLHERIEESE, TRVIZRERNEFSIERIFR
BlZ{E,
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04 Maxwell 5 Pascal: FZRiNiEzE R 5k

Tesla M40 2IEfE 2015 FEEANSESR: B RTERLIEN Maxwell GPU BFHIBFOREFES, XA
GDDR5. PCle ENEZEMEM CUDA BR, ENMETETHITFP2 EHESMARIETE, MAEZTHAKE
B, Fith, WR~mEM Tensor Core 71, MaBR—AEERET: EMNAERFESZAE, NVIDIAE
REENELERALNTRSHEH.

P100 B9 GP100 K44 T EMAITER SM. F38A FP64 g1, ¥ 1E FP16i&E. HBM2 55— NVLink.
7™ HBM R AEREISoHEE L, ERETFRNENS|IAFTEERM. HRAERBAMEG, WK
NVLink IR &8 A AT 5 80 GB/s. XEXMELBE, FEFIMNIHBM H. EANMET PCle Ei%,
NVLink B9SEBRMEEURA T AR S 23 FMILE GPU X EIFEE,

Pascal t2i5BH, (N ELRMRZMTT AL, P4 #1 P40 XA GDDR R7E, MIEEIE INTS ERM S IR,
miEEH| GP100 #Y HBM 5 HPC fictk, P4 EEMERE. {RINFEZEE, P40 MIREAMENIEIEFR, EINRRE—
MIZEEFPNRE DS, Bitt, RARMITR 2 58ER)I%,HPC SHIE BFITEL, MARKEFRE
Pascal F=m&R 48/ \ik P100, Hot Chips 2016 %% P100,/NVLink WREZAE, FmaARIXKSEBE 9,

05Volta: FEFFRITSIIRIVINET &

Volta BITRE 4L ZE Tensor Core: @it CUDA 4miZ R A EE M4 FF B FE P S N ER 3R @R, V100 BY
FP16 KEIREHFEREM FP32 3¢ FP64 151%; TXRAFERANER. BITAMERERITERERE. BEiEd
TERREEHVEPE D IRFFFEMI, SMIEDBTEHEZSMITER, HSINMIUILEREE, MMRETEK
# warp AZHITIRIZEEE T2 TIERI &M

B NVLink ¥ V100 WERE B A BN SR miem 2l 150 GB/s. FfE, NVSwitch FEIRSEBMNETIEEE

HMRANNES, THTHMI GPU ML, 16 GPU B DGX-2 2 HAF]F, HINFARSHREE: BN

HEHEN T2 EBBENESBERE, BEEAERESELIAH. AIPIARERERSE, BEMERI LTt
TimERE, HBM 7E¥EB EMETFE B GPU

Turing 89 T4 2HTRBIIHIESD S, ©¥F Tensor Core. RIBEHIIEZIF. IMRESIS T0W PCle X4 S
, %P3 GDDR6 M3 HBM, X—HEHITFI IZMIRSSRIBEBSHERE, MABMWEAE NVLink g, 3£
X SFELRE L4, L40S #1 RTX PRO Blackwell: HEHEITERECI/FEARMSE, HARERERNEFH R,
FP64 BE UMY EEIZEMER,

06 Ampere: #H{EMRIN. RESEM

A100 5K ERZYT REIE 2RI H,. BF16 MIIGKREBIRANIEHCEE; TF32 AEM FP32 B HIRHEL
FEEFHRBYIKEMITIEIN; FP64 Tensor Core MIREAEFENNEIEMZE HPC, SRR AR EMEMHIE
NARHRIEN A RERAETHE, XRFASEAHZEINAE, HIESHEMMARR TEEE. 40MBL24&
FURBMA BRI ERIERTS, BEITERXIAIR HBM BIE F1R1FE.

PR G 10
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Multi-Instance GPU (MIG, %3] GPU) aI# A100 XN ARZ M EHRELS, AZEFPEITESH
BERAZRR, X5RENEEHZHEFTXESRHEXG: BNRSATUR HABRMEERN—5, B3R
SERN4ERSE. KNERAEt: HIER5TASXALEN, EEiEMNNEFEREESHERNE.,
b, EEME. BANIRERSAENERVENREGRE.,

ISSCC 2021 B9 A100 HBIRME T —Z/DIH. M @REEEBERIIMAIERIEERE: 7nm T2, 29540 Z&1K
&, 826 mm? BIEIEH L GPU, 454 Ampere B0 Hot Chips &, AILUEEARET. 2X5 1/0 MR
E—FtRh KN E R, 54 80 GB HBM2e hRASTERENE SM KIRHIER T, FNEERESHR. XA
TIHEREHMEN: EMEFMIENTHERD, REARM IR ENSREBTNENSHBRE,

07 Hopper 5 H200: BEF1HBES5NTEF

Hopper &R RAEIFKEERBETEICFATERNFHE. Tensor Memory Accelerator (TMA, KERTEINESS)
WUE LIRS 5T ZEEIRRIRTE . Warp-group JEFFIE L HEIMVRITAELSTAT warp RERFEE K. &IER
EBESNPHAREANTE, FEIMELERIUENENBIERNEZIIEARS ., XENBIERLZFRKERZ
D EESEIE, S TMEBRITIHE. BERRARTASEL; HFes. HERE. RESSEELSBED
PREHIBEBRAKRE,

Transformer Engine ¥ FP8 FE S EIENAEN. BEXELES, E4M3 5 ESM2 [N ARFEHEFER,
b, RERANSRERENELER TN, Hopper BARIZSIMKIEI DPX 5%, HRBUNBHESRE.
XLEBENY BT GPU MR EMEEERE, FEE3E Hopper UEIRA LLM S F. H100 F9ZEPAM NVLink 324t
900 GB/s WER&T 5, BIEIM 450 GB/s; /\ GPU By HGX BB M FIMBMEHN— B E R,

H200 R4 Hopper itE44, (BEHFEATE: 141 GB HBM3e. 4.8 TB/s, i H100 SXM J3 80 GB. 3.35
TB/so BRELIEE 1.76 &, HHALEE 1.43 3, FMEEZE BF16 IBEFE, XM TFRNES KV REFRER
#l. MIFZEARRFNHEIELAHENE. SRR MIANBTNREFIRIIZE, MMEEERES. GH200 2
B—M=migiE: Grace CPU 5 Hopper GPU @3 —X 4 BEX4B&E, H#EAEE2H HBM EEE., REER H200
89 141 GB EREIFFAE GH200,

08 Blackwell 5 Ultra: BH&EESHZEHR

Blackwell &3Z 10 TB/s BY NV-HBI EZFMIAR T ERA, #ME CUDA EMH— GPU, X5i&id NVLink
EEM MR GPU BRI, FHERNEBRMZIZRE N BIEENAZITH, SETESSHEXRAEFERERZ
BIIARE, ZI&ITL9%E 2080 IZ&AE, KA TSMC4NP, HERREEAMSIENIERMATIEE, BEHE
BEHIERERAE: B, Eh. IESYERENIEMEN.

B0 Tensor Core BIMKIELEN, RKRKBERITY RE FP4F FP6, NVFPA I3RS IKERIENLE
B, NENURENTRHETERE. Tensor Memory NIKERITIRIET AEFME, ERENFEFSIRENES
; N SM BIHEIA TR TR D E A R XEFUEFTERIFSE. ARSEMRHES. BEXKMA FP4, B
ATEERESIERE, MARBEAHFZ ML

PR G 11
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GB200 ¥ Grace 5 ¥ Blackwell GPU A&, NVL72 MY 72 4> GPU FEEZEZAINEEK NVLink 15, GB300
FA Blackwell Ultra AA4RIX—15i5, MIZRHIENEBERIEXE/\ GPU fRSEES: BEHIM 8. $Hip. #B5
EERSERIRIDEIZIT. B—HHE, NVL72 ERETFAEEA RN 72 GPU REM. RENEREKE.
Tk, EREHIBEFITHRE, BYZRBENHANS —MEBRSHEINE,

Ultra Ie@AEBENREE FP4 B8], ERFREEFEEERELE—LLHIRA . HGX LA, B300 MIREE
FP64 FIT 8 2E{RTF B200, X¥ES Al HPC KW, LUINRAFEAENITEENRRE FP64 NWHEREIFEE
B, ninfEWRAIBEEZER . AWS P6e GB200 X GPU ARy EIES EFA LS, HthEZENIFER NVIDIA
Mk, Hlt, GPUT BMEEFTEREREL, MARFBEBAMESIBAEAHEIR,

09 Rubin: FERMRSEEELIE

Rubin ¥t GPU fXPR5 Vera. NVLink 6. ConnectX-9. BlueField-4 & Spectrum M&4ES, GPU @
HBM4, FHi AKEITETE; Vera MELZEH CPU RiZR44, MIENIRSE Grace K, XEEIEHLEMSE
2. BZKETERERSRMENER. SaBETFRMNAERD. FaiXRkzFEMIgial T X EFER
BANEEIRETRE, MIFERABEES SHR—M GPU HiR.

BRI Rubin BEEXAD FF. EASH B HGX #I8%IH 288 GB HBM4., 22 TB/s #2340 3.6 TB/s YA

B4 NVLink, NVL72 TIETERFA DSX./MaxLPS FAFMEECE T, HIHE GPU BY HBM &35/ 19.2 TB/s. XX
B NVLink 3 3 TB/s; H& GPU WEEEY BH=AN 0.45 TB/se XERRBLIERS AL TEMIKRE, F8E

B A—EEARSH R, ESEALUFEHBRETIEE, BB M EEENERNETLE.

BHRFAFEFERITARNITIEN. BAME Rubin ISR E1E1EE FP4 35 PFLOPS. #3% FP8,FP617.5
PFLOPS; 50 PFLOPS B9 NVFP4 #EIEFTMERAHIAE. TS IMERE—ERUZ, FSEMES—H
#{H. R4E FP64 i 33 TFLOPS S51%#) FP64 DGEMM B9 200 TFLOPS BAREMIHl, HPC M FATEHEEINER R
NIRRT, DRIIERE. RBFAMEMETN.

Hot Chips 2026 RABXF AR T AFFRITIER. 2026 F 9 AR MLPerf EREF IR, HPEHE

BIEHRRS; ENfERRKERET, MFARGE—EXBSA B, EARREHFFNIERES, Rubin CPX
MRBIRIUL AR ETXIX: 2025 FRAIEXRA GDDRT, HitRITE 2026 FRiEEH; IREFSMKIERL:
MERRERE, MEHRARESNEUH. Rubin Ultra 5 Feynman BT RE&E, F#EANEBAIMMELLRK,

PR G 12



NVIDIA | Al £htiighaZeH 2015-2026 | 2026-09-28

10 Grace 5 Vera CPU: EAH#FNHEZEH

CPU fRr: BRFBAIMZEFI CPU - 1/4

PR v R BiEE 7N BRARZIL A2
Grace Grace 2023 EiA Arm Neoverse V2 72/72
Vera Olympus 2026 &£/ /Fi GAn/d NVIDIA Olympus 88/176

n/d: BEREFEAREKRHE; nfa: TER. REORRE 025, FRISCRMST

CPU fCFR: FREBAIMZEF CPU - 2/4

LS EEE

Grace 4N CPU+LPDDR; X CPU 3% CPU-GPU 1MB 114 MB / chip
cac

Vera n/d CPU+SOCAMM2; C2C F& 2 MB 164 MB / chip

n/d: BEREFEAZREKRHE; nfa: TER. REORRE 025, FRIICRMET,

CPU fXFR: BREBHIMZEF CPU - 3/4

AfE: £B @iEEE GB/s e SR B Ef PCle/CXL

Grace LPDDR5X; &&= 480 GB; 512 GB/s; @i &®EK 13¢2; C2C ¥X@ 900 GB/s 64 lanes PCle 5; CXL n/d
SKU

Vera LPDDR5X SOCAMM2; &&= 1.5TB; 1200 GB/s; @& 18§2; C2C XA 1800 GB/s PCle 6 / CXL 3.1; lane count n/d
/1RZE n/d

n/d: ERFEFERKAE; n/fa: TEM. HEORRE 025, KIRLICRIRST,

X ERRE 13
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CPU fXFR: BREBHIMZEFI CPU - 4/4

e &K TDP E[FFE ISA
Grace X CPU Superchip 2R 500 W; S8 F n/d Armv9.0-A; 4 X 128-bit SVE2
Vera n/d Armv9.2; 6 X 128-bit SVE2; FP8

n/d: ERFEFERKAE; n/fa: TEM. HENDRRE 025, KIRLICRIRST,

XSRS 14
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Grace WMETET CPU NERANMESINRESHNEE, 72 1 Neoverse V2 #ZOHZME BB AN R FLE
7%, LPDDR5X UARETFE4 DIMM HITHFE S4B SRt = H 5. W CPU Grace Superchip &z OMAER
JREN(Z, GH200 M Grace 5 Hopper A&, —E1E C2C THFMHIE CPU-GPU HE, UKMNEARNERE
#ihE, TEESREHABLEREXHASEN, B3 GPUMS, &ins CPU RAEMNIEF 44 HBM, Eitt
—H BN T RIE, HIREERBEIM,

ISSCC 2023 #Y NVLink-C2C BN X—iE iRt 7 BASCINEE . 5180 40 Gb/s BV&RiR. BHRE—HMEEO
, B¥E 5 nm PHY UK BS S RFHMER AR, +5ERSIZFTIKEER 900 GB/s WA, ISSCC 2018 Ayt
ZESMASHBREANEHEX, BHEESIH 25 Gb/s BNIREAHARZ Grace WEFEZO, RWESHIMN
EIETEFLE: Hot Chips SBRAEFEARSKER, ISSCCMHERINFAILRIBIERESNEEIBR,

Vera A NVIDIA BHff Olympus BYfUIZAXAY Neoverse 1Zily. 88 Mz 176 N=E)4ki2,; BEREBNGIEE
+EElSR. SEHTUN. AFEGR. BEFUNNRERENTE. ZENERIAERERAKRBIEF RN EN
MI(E, FIINARE. FAANAGRE. EREHMEEENTIT. AFRRRBEMBNTIFEHHITIER, FitikRE
FMEHERT L R X LLEE,

Vera WAL WREEE: RAREIRN SOCAMM2 LPDDR5X, & 1.5TB. 1.2TB/s, I KIAESHE=ER
7, FHR C2C WHERKRIZFHE| Grace BIRTE, RIFEMBEITE, SRAFHFEMNT7.1125%) 13.6 GB/s. =
EZERRHRRRNEFERAIE, ABEAETFRERS —MHl, CXL3.15 Arm HIZIHBENGI R’T &E k.
BT EMNSHRENINESEAFELIERSE, EMEN Al RS RAEZOARERD MigiTEI CPU,

PR G 15
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11 #38, THRR5A5 0

MXFmI =
i BYHA AE EBEXF!
P4 / P40 2016 GDDR5 Pascal INT8 #38; FZ[FF GP100 B HBM,NVLink
T4 2018 16 GB GDDRS6; 320 GB/s 70W PCle; #IE534%; 7 NVLink
L4 2023 24 GB GDDR6; 300 GB/s 72 W Ada #E2 /3W5W; T NVLink
L40S 2023 48 GB GDDR6; 864 GB/s 350 W; EfZ5 Al; 3 NVLink
RTX PRO 6000 Blackwell 2025 96 GB GDDR7; 1597 GB/s B 600W; Ef.. Al 5HKIRS

Server Edition

GB10 / DGX Spark 2025-2026 128 GB LPDDR5X; 273 GB/s 20 N Arm iz, —EMHERTE; £mAl; SoC TDP
140 W
Jetson AGX Thor 2025-2026 HEEE, F¥RETRSEE HBM BT Blackwell 9184 WA DY, EHECEARE

n/d: BEERFEAERKAE; n/fa: FEM. HEORERE 025, KIRELSCRIRST,

XS SHIEROINERHZRZTBMNBORENE, ERUNLIRTE, KA GDDR WIR-FFLUEEEEE X2k, RNAHER. EAEMKEE, XA

HBM B9 GPU NIMIEH S5 AMIEITE HE, GB10 FARAAEBEEEF—HI4MNS— LPDDR RFZERS: 128 GB REGF|FAMIERIFF ., 18273 GB/s im{XFHER
HBM GPU %35, H 1 PFLOPS FP4 #r¥REARRN #IRAR AT ZRRIEE, 240 W BBIREIEIHE WM AZFTF 140 W SoC TDP,

16
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12 NVLink. NVSwitch 5—%% C2C

BEXARFR - 1/2

BR/ kR BEER TR B % SHERR S GB/s

NVLink 1 2016 20 Gb/s 8 20 4
NVLink 2 2017-2018 25 Gb/s 8 25 6
NVLink 3 2020 50 Gb/s 4 25 12
NVLink 4 2022 100 Gb/s 2 25 18
NVLink 5 2024-2025 n/d n/d 50 18
NVLink 6 2026 n/d n/d n/d n/d
NVLink-C2C / Grace 2023 40 Gb/s/pin n/d n/d 10
NVLink-C2C / Vera 2026 n/d n/d n/d n/d

n/d: BEREFEARRKRHE; nfa: TER. HEORRE 025, FRISCRMEST

X ERRE 17
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BEXARFR - 2/2

BIRHRA BR/BEH —%RFEX

NVLink 1 MHEHE RARSS 2R Lk GPU & iAial; H—N=F

NVLink 2 Hi%E+NVSwitch 16 GPUs (DGX-2) WERE; CPU—HERTFEE

NVLink 3 NVSwitch 8 GPUs (HGX) GPU WERTF

NVLink 4 NVSwitch HGX 8 1; SMEBRIRATY B GPU WERTEERiEE

NVLink 5 NVSwitch 72 GPUs (NVLT72) MZRMEE; EHF—TER

NVLink 6 NVSwitch 72 GPUs (NVLT72) £ GPU XX AIE{E 3600 GB/s; EZ&E{E 3000
NVLink-C2C / Grace CPU-CPU,/CPU-GPU —HIERRIR JXE 900 GB/s; —EM4iiA)

NVLink-C2C / Vera CPU-GPU,/CPU-CPU —BMEFE X&) 1800 GB/s

n/d: BERFEARRKRHE; nfa: TER. HEORRE 025, FRISCRMST,

NVLink Fusion [l CPU FIINESZFA AR NVLink RETEERERTR. NGHIERANERSESITR, MARFIESS5THERSLH Grace-Hopper R —EI%EX
BUIEE. ERIGERNTEREEO. R, RESFEEK, ERHAEXET, BMERMIEAGBEMT HiRM, Amf BETAEEL NVIDIA B0 XARE
k& LUAMEL InfiniBand JHK; ENNAE#ERT RS EMILEES.

X ERRE 18
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13 ConnectX 5 BlueField: ima5EMighE

NVIDIA 7£ 2020 F5ERXT Mellanox BIYIE, ERANMEIRSR. KIESRGTRANTETS, NXH =M

At ConnectX MK HHEEHSHEHSS I ZHNEUMLIHSR; SuperNIC EEME GPU [FinEEEHY Al LS &
fat, HABAHEKRETEERETH CPU; BlueField DPU MIAN IR EIEAY CPU SEA IS IEAE

, WL, FENRE2ES. NVLink TERB—EHET BME, BEAXLEABSERETORNFEEMRT,
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NIC 5 DPU & - 1/4

B EiEh

2015-2026 | 2026-09-28

Ui X R

ConnectX-4 Lx

ConnectX-5/ Ex

ConnectX-6

ConnectX-7

ConnectX-8

ConnectX-9

BlueField

BlueField-2

BlueField-3

BlueField-4

2015-2016 EYHA

2017 BYHA

2019 BYHA

2022 BYHA

2025

2026

2020 £ai; ) GAn/d

2020-2021 AR

2023 XFR

2026

hEERA

REERA

sEEmA

2mA

BEAT AT

B, KEEE

e rA

eEmA

enA

BIRBEE™

n/d: BEERFEERKAE; n/fa: FEM. HEORENE 025, KIRLSCRIRST,

NIC

NIC / SuperNIC

SuperNIC

SuperNIC

DPU

DPU

DPU / SuperNIC

DPU

25,750 GbE Z{&

252 X 100 Gb/s

Bxi= 200 Gb/s

1 X 400/2 X 200 Gb/s

800 Gb/s £k

800 Gb/s W-&; F&E GPU &= 1600
Gb/s

= 2 X 100 Gb/s

&= 200 Gb/s

Bxi= 400 Gb/s

800 Gb/s

20
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NIC 5 DPU ;& - 2/4

Fom SerDes FHEEAO CIE T ]
ConnectX-4 Lx 25G NRZ PCle 3 x8/x16 eSwitch,/RE5|F
ConnectX-5/ Ex 25G NRzZ PCle 3 x16; Ex PCle 4 eSwitch,/RE5|F
ConnectX-6 50G PAM4 PCle 4x16 &/ MESS
ConnectX-7 100G PAM4 PCle 5 x16; Socket Direct 4,/ =52
ConnectX-8 n/d PCle 6 + integrated switch AIRIZ R, RESIS
ConnectX-9 200G 2% PCle 6 x16 / Socket Direct x32 Al &%/ REs S
BlueField 25G & &= 32 lanes PCle 3/4 ConnectX-5 eSwitch
BlueField-2 50G %k PCle 4 x16 ConnectX-6 Dx + Arm
BlueField-3 100G £ fxi= 32 lanes PCle 5 ConnectX-7 + DPA + Arm
BlueField-4 200G %k PCle 6 ConnectX-9 + Grace

n/d: BEEREZRRKRAE; n/fa: FEM. REQRRE 025, KIFENSCRIRET,

XSRS 21
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NIC 5 DPU ;& - 3/4

Fom AT CPU RENTF f&%i,RDMA
ConnectX-4 Lx n/a WREH;, = n/d Ethernet/RoCE
ConnectX-5/ Ex n/a n/d Ethernet /1B / RoCE
ConnectX-6 n/a n/d Ethernet /HDRIB / RoCE
ConnectX-7 n/a n/d Ethernet /NDRIB / RoCE
ConnectX-8 n/a n/d Ethernet /1B / RoCE
ConnectX-9 n/a n/d Ethernet /XDR IB / RoCE
BlueField &= 16 Arm A72 DDR4; capacity &k SKU Ethernet /B /RoCE
BlueField-2 8 Arm A72 DDR4; fik SKU Ethernet / RoCE; variants
BlueField-3 fxi= 16 Arm AT8 16/32 GB DDR5; fk SKU Ethernet /NDRIB / RoCE
BlueField-4 64 Neoverse V2 LPDDR5X; 250 GB/s Ethernet / RDMA

n/d: BEEREZRRKRAE; n/fa: FEM. REQRRE 025, KIFENSCRIRET,

X ERRE 22
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NIC 5 DPU ;& - 4/4

Fom T FEHF Ih¥E
ConnectX-4 Lx ECN /PFC BEEWL. EME. RDMA & SKU
ConnectX-5 / Ex ECN/PFC GPUDirect RDMA; 7Zfif; 3 &k SKU
ConnectX-6 ECN/PFC GPUDirect RDMA; MNZKRIT (K & SKU
ConnectX-7 FRMEE R BER B ECN GPUDirect; EEi\fk; MN% & SKU
ConnectX-8 Al BiEN &R, AETH] GPU,/NIC PCle 3#ft; GPUDirect & SKU
ConnectX-9 Spectrum-X ZFHE,/ BiENEKE GPUDirect; PCle BEf; &% & SKU
BlueField ECN /PFC NVMe-oF; ZZ#E; EIk(L &k SKU
BlueField-2 ECN / PFC DOCA; 7fi&; hIE; FEINzsif & SKU
BlueField-3 Spectrum-X,/ Bi&NRZER DOCA; FfiE/ &%; RFHH f& SKU
BlueField-4 &kEE BERSHIRIERST, STX/ L TXEE; =% n/d

n/d: BEEREZRRKRAE; n/fa: FEM. REQRRE 025, KIFENSCRIRET,

X ERRE 23
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ConnectX RYE#H FEIFTZ LK SerDes 5 ENIZOF M, M 100 32FHEI 200. 400 #1800 Gb/s, FEEBEH
PCle HER R EIEMIARS 28154k, Socket Direct AJLUBEZ S ECEIF A CPU 1R, EEMRAIHOIERERHFR
IFEA IR PCle SERRAENSIFLEA S, ALk, ConnectX-8 A PCle Gen6 XA E—INALIFE, MANE
BEIRAY MAC: EEZ GPU % NIC B0iEiEA X, TEAREKFIE CPU IRIGEBRARHM PCle KIMRHEMHT, 12
B e AR R,

BlueField M Arm 5 ConnectX & &RITFE ML LIELR, B el M BIEREMISHET RS

BlueField-3 £ Arm 1£61Z0 5 E E IEEIR S | EE MM N A RIZEIERR R MNIRES. FeefRi& Arm OB iR
PIERIRFE & B MR, BlueField-4 ¥ Grace 4k CPU FHIFS ConnectX-9 &5, EMREIE Al L TXEFHEND
ERIghEARSS . 18 KV &7 L TX#H GPU HBM AIRECAER EMAS, BRISINMNER: FiE WNE®
BRANIA AR E A5 AR S5 E 28 B0 R SR ILAE,

PR G 24
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14 Spectrum. Quantum 5Y¢tEEx

ISR/ 5 M4 R

291 BEENX
Spectrum-1 2015 KPR 3.2Tb/s LUK AR 4R
Spectrum-2 2018-2019 PR 6.4 Tb/s 50G i@i&; 200GbE ixO
Spectrum-3 2020 KR 12.8 Th/s 400GDbE 1XpR
Spectrum-4 / Spectrum-X 2022 %5 ; 2023 F& 51.2Tb/s 400,7800GbE; 2+ SuperNIC+3R{EHIE
Spectrum-6 2026 £/ KH 102.4 Th/s ASIC %@ Al LIKM; Vera Rubin &7
Spectrum-X / Quantum-X 2025-2026 = Spectrum-X A && 409.6 Th/s; RE2EE ASIC HEFFENF, BESHETRA~RMNE
photonics
Quantum-X800 / 2025-2026 & 144 X 800 Gb/s ET CPO B InfiniBand 3i%#l; 200G SerDes; &%
Q3450-LD
Quantum-2 2021 %£75; 2022 1XBR 64 X 400 Gb/s = 25.6 Th/s &4 NDR InfiniBand; EIEREEH; SHARP E&ERE

n/d: BEREFEARRKRHE; nfa: TER. REORRE 025, FRISCRMST,

X ERRE 25
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Spectrum-X @MEILITHIUARFEE, MAZLIH ASIC IE Al ZiF. HMMEREBENIRXEH. HR
WEMN. EN. RFLEFSEGRERFZENES. ZTmITRIREIHEIHITNETE, HFA
mREREERRR, XENHHNOARNNIGIESEREERTELNEIREASEEHKIR, BMERIME
M EFLRE, WRAEEFIEAIIENEARERE T, M ERE,

Quantum Xf[Y InfiniBand 773z, HERSEIEREEMMETARSIER, SHARP EEHHESFVIREBA

ML, MAREREYARITER GPU W%, Ak, b3 Quantum 5 Spectrum ARILEEA@E. R
RGOSR, REERLIFOERE, Quantum-2 BR 7T B RFTEM: 64 1 400 Gb/s xRS A A S

27/ 25.6Tb/s; 51.2 Th/s NN TEE, HAKKREHRARIREEIEE,

HPEPEEING SRR R Z BNESER. TRheRaFwRE T, ERGERERRES /0 ThFEH
PUEFRER, BT THE, BOUR. AAEE. EB5IMNIER, AFIRARTTREESINTRETT
» TREIBEHESBREIIRBIASIC, ISSCCHHERIAFRS™m CPO IKERB T E—HKAEE, ERRNEHSH
FREIEPAEF I F LM S HT 2 H8E,

15 Groq 3 LPX 5 & FHIE

Groq 5 NVIDIA 7£ 2025 FA BV R IR RIEIRR A IF AT Y, A NVIDIA I Groq 2Fl. BéfE, Groq
3 LPX fE/9 NVIDIA (I EAMEIRSESHIT, H1E 2026 &£ 8 AREET™. XNTTmASEIE: NVIDIA LHE
5B FPGA =4k, HaILIAEIE GPU BN, EHIEBRNKRBHITERAFELAR, MARERK
["#5H TOPS #%,

LPX E44miF s AERIMITMAZ R £ SRAM AR+ E, 1KEERY LP30 LPU £97% 500 MB SRAM #1 150 TB/s 7
I SRAM 7535; 256 LPU H1Z2E2 4 128 GB SRAM. £ 40 PB/s A 5E, BXLESHMAREEE FERELL
40 PB/s 1A AAY4— 128 GB &7, 4miFBMATIREMEGBEZ BIHRE. MFEELRE, eI Ul TE
SRS BEERARIGR,;, KRENZHNHERRESBEREIR,

HIAR 5| DETFHMARSS. HBM GPU IRIIRABRENRIEITE, SRAM B LPU MRS —MFER H3ET
ERo IRSAFAILUGGENTIRDECLAIRE, EXDUREEEMEA. HAE. KV EEFUENIHEIHTE
Bo WIRIZONEMMERMARBIRE, NLERDIGRMEERATEB. B, LPXZIFAEHAITE, 5
GPU #1 DPU HFIiHiE, MAR#HmiH—IKRFEREM S —5X CUDA GPU &A%,
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16 ERARFHSHEER

RARSEEE - 1)2

F4 =2
DGX-1/P100 2016
DGX-2 /V100 2018
HGX / DGX A100 2020
HGX H100 / H200 2022-2024
GH200 systems 2023-2024
GB200 NVL72 2025
GB300 NVL72 2025
Vera Rubin NVL72 2026
Groq 3 LPX 2026

n/d: BREFEFRRKRHE; n/fa: TER. REORRE 02F, FRIICKRKRET,

CPU fmi®2s

x86 +8 P100

x86 + 16 V100

x86 + 8 A100

x86 + 8 GPUs

Grace + Hopper

36 Grace + 72 Blackwell

36 Grace + 72 Blackwell Ultra

36 Vera + 72 Rubin

256 LPUs; 32 trays

2015-2026 | 2026-09-28

N CIE/ 2

8 GPU; IFHEER

16 GPUs / NVSwitch

8 GPUs / NVSwitch

8 GPUs / NVSwitch
—HEER;, EARIMERS
72 GPU packages

72 GPU packages

72 GPU packages

LPU EE%; 3ENVLink GPU i

27
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RRSEEE - 2/2

SINEFEREYT R HMZR/ RAINFE

DGX-1/P100 KECE n/d x%

DGX-2 /V100 KRECE n/d s

HGX / DGX A100 KRECE n/d &kFa

HGX H100 / H200 KECE n/d RESKRARNL RS2
GH200 systems RECE n/d RFEE

GB200 NVLT2 &k&% RECE; AWS # GPU 400 Gb/s EFA RECE B2

GB300 NVL72 KECE RECE &L

Vera Rubin NVL72 £2Z 8iA) 200 GB/s; MaxLPS Tif 225 GB/s = RZ

Groq 3 LPX n/d n/d w2

n/d: BREFEFRRKRHE; n/fa: TER. REORRE 025, FRIIKRRET,

DGX Z&EMAL™m; HGX Z GPU Bt TFaitt; MGX BIEIRIUARSZZSHEILITERS; NVLIERL NVLink ARORRFKEE, XERIAEERHR, OEM 7]
L EZEHEE GPU M5 28 CPU. W, 7. BUASHE, VIZRINFEEEE CPU. RiHl. NEEIKR. NFREIREIRIGFE, EIt GPU TDP RUMEHAEMN
RINFEME. RMRRFIN T ERH#E—TEX RN,

X ERRE 28
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2016-2020: GPU BRS3 287 ELEXIE

x86 E

PCle

—

-

GPUDirect RDMA

ConnectX M-&

AL

InfiniBand,/ AKX
EEBELS

BIEEREE, HIFRRMEE, GPU Zith HBM SMBMENREFRH R,

FRIEEIR

P100,V100,A100
7S HBM

YAy &

NVLink,”NVSwitch
GPU %15

2015-2026 | 2026-09-28
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2023-2024: —E% CPU-GPU AT

2015-2026 | 2026-09-28

W C2C 900 GB/s <> [
Grace+LPDDR5X J [ Hopper+HBM
I
RDMA NVLink
BlueField NVLinkNVSwitch
ERighEARSS GPU #\m¥ &
EhiighE
o | |
Quar;;?‘]rr;r/é%agrum WJ - ConnectX,”SuperNIC
HIH 5

C2C TR —EUE, (EFZ(E LPDDR FERHHEEFR M HBM, FIARTERXR, MIFRESM,

FRIEEIR

30
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2025: NVL72 HZRE AN A RETT

c2c [ 72 4> Blackwell GPU 3£
ﬁ |
36 $i Grace CPU J [ A 2 B EES
|
RDMA S GPU WA 1.8 TB/s
BlueField NVLink 5,/NVSwitch
=g Be 72 GPU 1
|
BRss
R RS W AR ( _

Spectrum,”Quantum EFA J L ConnectX“Z[ & NIC

=l BMERRNEERR, HIFEM=MMERNRE,

FRIEEIR 31
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2026: FRHIARSS S EMIZNE

W C2C1.8TB/s < [ Rubin+HBM4
Vera+SOCAMM2 J [ NVLink 6,”NVL72
|
-
BlueField-4,/STX W LTXRE ( ConnectX-9
ETxTEfE J L Spectrum-X,”Quantum
| |
WE HiMITR
Dynamo,/BR551AE 2. W HE [ Groq 3 LPX
ME SRR J [ SRAM BU1T

BERMERERE; LPX ELHARRTES Rubin ZZ7EE$Z NVLink Si—EUERTFERS,

FRIEEIR 32
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JF— LRSS

EE - fRRE

H200,/H100 B & 141/80=1.76X FeaZE SM APREIETIGINIREL KV BE
H200,”H100 HBM #% 4.8/3.35=1.43X HRIEIETE T A2

Grace B1ZIEBENFHR 512/72=1.11GB/s SERMUZOH; FSZRIEE
Vera BiZIEEREF R 1200/ 88 = 13.64 GB/s HOARL4H Grace 89 1.92 &

Rubin HBM,NVLink, MaxLPS 19.2/(3/2)=12.8% i HBM R B T 2 AMEENTR
Rubin NVLink /#&[@# &, MaxLPS (3/2)/(0.45/2)=6.67X HZRRRE e R RIS =

800 Gb/s MLEIRE 800/8=100 GB/s KINBRININS PCle FFE5HILE

n/d: EERFEAERKRAE; n/fa: FEM. HEORENE 025, KIRLSCRIRST,

XELLFRETRRRRR, BEFREEFTNNAEE, RNZR Roofline LIRATTEEHES “EHBERMBXAFHR RENRIMBERE; 2HRARITEREERE
5@ LRAR. M HBM ¥m3fEF GPU RTF. CPU AfE. WS ETXEFAES LPX SRAM, ZERAEHRESHEITRE. x*’@ﬁz%?@?ﬁ&’éﬁﬁﬁﬂl&ﬁﬁzﬁiﬁﬁﬁ
ERBHRR, MARIEEERELHTEAM.
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17 SRR T AR BEEES

RS mizEEE
ks, 7= dik HHA,BYHA KEXEEH KiEEE
CUDA / Pascal 2016 P100 Fi—NFERHE,; Pascal FwiE
CUDA/ Volta 2017 V100 KERIE, MIILERE
Ampere software 2020 A100 TF32,/BF16 EF; MIG; HERZF
generation
Hopper software 2022-2024 H100 / H200 / GH200 Transformer Engine; TMA; £8%; FP8
generation
Blackwell software 2024-2026 B200 / B300 / GB200 / GB300 FP4,FP6; Tensor Memory; A%
generation
NCCL / NVSHMEM B GPU fabrics E4@E5mME GPU BE(E; RINERIEE
ecosystem
DOCA BlueField BYHA BlueField / ConnectX ERSHEENE APl SRS
Dynamo 2025 onward Distributed inference DBRRS; BESHERS

n/d: BEFEIEEREE; nja; FEM. HEDRDE 025, FEN RIS,

CUDA 12 ITS5RIFIEE!, cuBLAS. cuDNN. CUTLASS FEEZEMSMRIC AN ANZ, TensorRT 5 TensorRT-LLM T LR 1T, NCCL M IF3EPrA
IMMAESBE, XLEBXRFERIR, Efh Tensor Core IR LILFEETOR T, MERFIRE MR FEDFIBE. BiE, MNEASBNRESERES, FHEl
H. |INERMEEENMBEEF BEEES,

Dynamo A3 7 LI RMEBERIREB R E D HIRS Mk, TRz, 9. THREM KV ZERBEEFARAREE. 2EXETFAgiRsSFAR, 8
W EMLRENEE K, BlueField EFXFMES LPX BT REER, EHEESKRAREN—E7, Eit, TFEaENmIIRTH GPU ARZal, NEER
B, BE. REEN. BN BEKE. #HAESAS5ERBT.
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18 R WNARFRIERHT 4

ISCA 2017 B9 MCM-GPU FRZRZ 1 GPU tRIRINEIHMATY RAVIZIENNIRES, UUREREFBEENATEE,
MICRO 2017 89 Beyond the Socket #ff53 NUMA &A1 GPU, Fine-Grained DRAM FiR & EERMAITEHLR,
HPCA 2015 5 ASPLOS 2015 I BR—H N ERAPNHE RN IEARE. XELCXHERET ERE
Blackwell 5 Grace AT IMAVIGITHES: HEAR. IEHOFER. RESHEHY. BEIFEEIERGERL
PRSI T I X R E—H1H,

MICRO 2019 #Y Simba ZI2f#i8A GPU Z/MQITTEIMNEESR . SRS CHEEINERE, RADHIE
WIFhE N ERFRARREE R R, HBRSIILES VLS| MR TIEKEE, FMNixtRA ISSCC 2019 BY GPU
B3 &FTF ACM TACO %7518 COPA-GPU it st W ARMHASARANEFESHEAR, —EY RT RIS
Bitie, BFRE Blackwell 3¢ LPX B2 & FA& 5 BH.

KRR AEFmEY, FRXEKIHERE. 1ISSCC H A100 5 NVLink-C2C 5 @R = MBI SEILIEE,
NVIDIA 3¢ PrefixRL B9/T48#R, Hopper BT MR ZAZGITHNEABR; XZHAKIZITTABHX
BrE, MAR “B GPU H A&t o Hot Chips 2026 Bl T Vera. Rubin. BlueField-4 #1 LPU ;&if#
, BRNEFREEIEREHRRESRE, FEIEBRMBE LR SR AT HEMATEE W E .
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19 2 -~ mE5|

KR EE SR HIERIER « 1/2

X EiH EifE O (FE
Hot Chips 2016 Ultra-Performance Pascal GPU and NVLink Denis Foley
Interconnect
Hot Chips 2017 NVIDIA’ s Volta GPU: Programmability and Jack Choquette
Performance for GPU Computing
Hot Chips 2020 A100 / Ampere architecture NVIDIA
Hot Chips 2022 NVIDIA’ s Hopper GPU: Scaling Performance Jack Choquette
Hot Chips 2022 NVIDIA" s Grace CPU NVIDIA
Hot Chips 2022 NVLink-Network Switch NVIDIA
Hot Chips 2024 NVIDIA Blackwell Platform: Advancing Generative Al Ajay Tirumala; Raymond Wong
and Accelerated Computing
Hot Chips 2025 GB200 NVL72 case study John Norton
Hot Chips 2025 ConnectX-8 SuperNIC: A Programmable RoCE Idan Burstein
Architecture for Al Data Centers
Hot Chips 2025 Co-Packaged Silicon Photonics Switches for Gilad Shainer
Gigawatt Al Factories
Hot Chips 2025 NVIDIA” s GB10 SoC: Al Supercomputer On Your Andi Skende
Desk
Hot Chips 2025 RTX 5090: Designed for the Age of Neural Rendering Marc Blackstein
Hot Chips 2026 Vera CPU Jonathon Evans; Polychronis Xekalakis
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B E
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BHE B

Hot Chips

Hot Chips

Hot Chips

Hot Chips

ISSCC

ISSCC

ISSCC

ISSCC

ISCA

MICRO

MICRO

MICRO

HPCA

ASPLOS

2026

2026

2026

2026

2018

2021

2023

2026

2017

2017

2017

2019

2015

2015

Rubin GPU: Driving the Era of Agentic Al

BlueField-4 Processor Powers the Al Factory
Operating System

Spectrum-X Multiplane Network Architecture

Think Fast: LPU Accelerator for Heterogeneous
Compute

1.17pJ/b 25Gb/s/pin Ground-Referenced
Single-Ended Serial Link

3.2 The A100 Datacenter GPU and Ampere
Architecture

9.3 NVLink-C2C: A Coherent Off-Package
Chip-to-Chip Interconnect with 40Gbps/pin
Single-Ended Signaling

17.1 GB10 SoC Built for Al Acceleration

MCM-GPU: Multi-Chip-Module GPUs for Continued
Performance Scalability

Beyond the Socket: NUMA-Aware GPUs

Fine-Grained DRAM: Energy-Efficient DRAM for
Extreme Bandwidth Systems

Simba: Scaling Deep-Learning Inference with
Multi-Chip-Module-Based Architecture

Unlocking Bandwidth for GPUs in CC-NUMA Systems

Page Placement Strategies for GPUs within
Heterogeneous Memory Systems

Manas Mandal; Rajballav Dash; Rouslan Dimitrov

Idan Burstein

Gilad Shainer

Igor Arsovski; Santosh Raghavan

NVIDIA research team

Jack Choquette et al.

Ying Wei et al.

Andi Skende; G. Rosseel; N. Pinckney

NVIDIA research collaborators

Ugljesa Milic et al.

Mike O’ Connor et al.

Yakun Sophia Shao et al.

Neha Agarwal et al.

Neha Agarwal et al.
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BHE B

ACM TACO 2021

DAC / follow-up 2021-2022
GTC 2016-2026
Computex 2025
SC20 2020

OCP Global Summit 2025

AWS re:Invent 2025
Microsoft Ignite 2025
Google Cloud Next / 2025
update

MWC / Al-RAN 2025

Al Infra Summit 2026

n/d: ERFEAERKAE; n/fa: TEM. HENARRE 025, KIRLICRIRST,

GPU Domain Specialization via Composable
On-Package Architecture

PrefixRL / arithmetic circuit design

P100 — Volta = Ampere — Hopper — Blackwell —
Rubin

ConnectX-8 5 NVLink Fusion
A100 80 GB

MGX. f#E5 Al T EHhtigHE
NVIDIA & 5 NVLink Fusion &1E
Azure ND GB300 v6 GA

A4X [/ GB200

Aerial AI-RAN Z2#

Vera Rubin,/DSX BEX

NVIDIA research collaborators

NVIDIA research team

NVIDIA

NVIDIA

NVIDIA

NVIDIA / partners
AWS / NVIDIA
Microsoft

Google Cloud

NVIDIA / telecom partners

NVIDIA
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KRR ER SR HIER IR « 2/2

=/ bR KR/ TEHERS

Hot Chips 2016 P100 / NVLink 1 ) Cco1
Hot Chips 2017 V100 7= e 02
Hot Chips 2020 A100 =R Co3
Hot Chips 2022 H100 FE Ry Co4
Hot Chips 2022 Grace CPU/NERS Co4
Hot Chips 2022 NVLink switch YA RS Co4
Hot Chips 2024 Blackwell / GB200 S RAEN C05C11
Hot Chips 2025 GB200 NVL72 RBHIZ Co6
Hot Chips 2025 ConnectX-8 PR R 5R 4 C06 P19
Hot Chips 2025 Photonics FERILE C06 P23
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https://research.nvidia.com/sites/default/files/publications/ISCA_2017_MCMGPU.pdf
—F &R IpiaELE 2026-09-28

[RO2] Beyond the Socket: NUMA-Aware GPUs
https://research.nvidia.com/sites/default/files/pubs/2017-10_Beyond-the-socket%3A/milic_microl7.pdf

—FHH; pRELE 2026-09-28

[RO3] Fine-Grained DRAM: Energy-Efficient DRAM for Extreme Bandwidth Systems

https://research.nvidia.com/sites/default/files/pubs/2017-10_Fine-Grained-DRAM%3A-Energy-Efficient/oconnor_and_chatterjee.micro2
017.pdf

—FHK; piRELE 2026-09-28

[R0O4] Unlocking Bandwidth for GPUs in CC-NUMA Systems
https://research.nvidia.com/publication/2015-02_unlocking-bandwidth-gpus-cc-numa-systems
—FHE; IplalEkk 2026-09-28

[RO5] Page Placement Strategies for GPUs within Heterogeneous Memory Systems

https://research.nvidia.com/publication/2015-03_page-placement-strategies-gpus-within-heterogeneous-memory-systems

—F %R JpiRlELE 2026-09-28

[RO6] GPU Domain Specialization via Composable On-Package Architecture
https://research.nvidia.com/publication/2021-12_gpu-domain-specialization-composable-package-architecture

—F %R JpiRELE 2026-09-28

[RO7] 1.17pJ/b 25Gb/s/pin Ground-Referenced Single Ended Serial Link
https://research.nvidia.com/publication/2018-02_117pjb-25gbspin-ground-referenced-single-ended-serial-link-and-package
—F %R JpRELE 2026-09-28
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[RO8] NVIDIA circuits publication registry
https://research.nvidia.com/research-area/circuits-and-vlsi-design

—F %R JpiRELE 2026-09-28

[R10] Simba: Scaling Deep-Learning Inference with Multi-Chip-Module-Based Architecture
https://research.nvidia.com/sites/default/files/pubs/2019-10_Simba%3A-Scaling-Deep-Learning//shao2019-micro.pdf
—F &R IpiaELE 2026-09-28
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[E01] Rubin GTC 2026 production disclosure
https://nvidianews.nvidia.com/news/nvidia-vera-rubin-platform

—F %M JpiRELE 2026-09-28

[E02] Spectrum-4 announcement
https://nvidianews.nvidia.com/news/nvidia-announces-spectrum-high-performance-data-center-networking-infrastructure-platform

—FHK; TpiRELE 2026-09-28

[E03] GTC 2025 roadmap highlights
https://images.nvidia.com/nvimages/gtc/pdf/GTC2025_Highlights_v2.pdf
—F %R IpRELE 2026-09-28

[E04] Rubin CPX original announcement
https://nvidianews.nvidia.com/news/nvidia-unveils-rubin-cpx-a-new-class-of-gpu-designed-for-massive-context-inference

—FHK; piRELE 2026-09-28

[E05] Mellanox acquisition completion
https://nvidianews.nvidia.com/news/nvidia-completes-acquisition-of-mellanox-creating-major-force-driving-next-gen-data-centers
—FHE; IplalEkk 2026-09-28

[E06] Groqg NVIDIA licensing agreement

https://grog.com/newsroom/grog-and-nvidia-enter-non-exclusive-inference-technology-licensing-agreement-to-accelerate-ai-inferenc
e-at-global-scale

—F&H; pEELE 2026-09-28

[E07] GTC 2026 highlights
https://s201.q4cdn.com/141608511/files/doc_events/2026/Mar/16/GTC26_San-Jose_Highlights_.pdf
—F&H; FEELE 2026-09-28

[E08] Rubin MLPerf preview September 2026
https://blogs.nvidia.com/blog/vera-rubin-nvl72-mlperf-inference/

—F &R FEELE 2026-09-28

[E09] Hot Chips 2026 LPX production and platform update

https://blogs.nvidia.com/blog/vera-rubin-lpx-spectrum-x-nvlink-fusion/

—FHHK; TpiRELE 2026-09-28
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[E10] Spectrum-6 deployments July 2026
https://blogs.nvidia.com/blog/nvidia-spectrum-six-arrives-in-gigascale-ai-factories/

—F %R JpiRELE 2026-09-28

[E11] Al Infra Summit September 2026
https://blogs.nvidia.com/blog/ai-infra-summit-vera-rubin-dsx-energy-efficiencies-tokens-per-watt-ai-factories/

—FHK; TpiRELE 2026-09-28

[E12] OCP 2025 power and MGX
https://blogs.nvidia.com/blog/gigawatt-ai-factories-ocp-vera-rubin/

—FHK; JpiRELE 2026-09-28

[E13] AWS re:Invent 2025 NVIDIA disclosures
https://www.nvidia.com/en-us/events/aws-reinvent/

—FHHK; piRELE 2026-09-28

[E14] Google A4X GA update
https://cloud.google.com/blog/products/compute/new-a4x-vms-powered-by-nvidia-gh200-gpus
—FHE; IpialEkk 2026-09-28

[E15] Azure GB300 GA at Ignite 2025

https://techcommunity.microsoft.com/blog/azurehighperformancecomputingblog/azure-nd-gh300-v6-now-generally-available---hyper
-optimized-for-generative-and-a/4469475

—F &M, hiRELE 2026-09-28

[E16] AWS P6e GB200 GA
https://aws.amazon.com/about-aws/whats-new/2025/07/amazon-p6e-gb200-ultraservers-gpu-performance-ec2/

—F %R JpiRlELE 2026-09-28

[E17] Dynamo launch at GTC 2025
https://nvidianews.nvidia.com/news/nvidia-dynamo-open-source-library-accelerates-and-scales-ai-reasoning-models

—F %R JpRELE 2026-09-28

[E18] Pascal inference P4 P40 and Maxwell baseline
https://developer.nvidia.com/blog/new-pascal-gpus-accelerate-inference-in-the-data-center/
—F&H; JFEELE 2026-09-28

[E19] AI-RAN reference architecture and FAQ
https://docs.nvidia.com/aerial-resources/2025_AI-RAN_FAQ.pdf

—F &K JFEELE 2026-09-28

[E20] SC20: NVIDIA announces A100 80GB

https://nvidianews.nvidia.com/news/nvidia-doubles-down-announces-a100-80gb-gpu-supercharging-worlds-most-powerful-gpu-for-ai
-supercomputing

—FHHK; piRELE 2026-09-28
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